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The Multimedia Search Problem

“Find shots of a daytime demonstration or
protest with at least part of one building visible”

Explosive growth of image and video content on Web, broadcasts, personal media,...
5B images on Web
31M hours of TV per year
200K YouTube uploads / day (~73M video uploads / year)
Growing deluge requires more effective solutions for searching digital media
Exciting opportunity!
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Growth in online video has tremendous potential to benefit
both enterprise and consumer segments across industries
. . . | .
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Seeking GOOD solution for video search....
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Unfortunately, it is still difficult to find relevant video content

Typical on-line video search results (221K matches)

Frustrating: too many videos to wade
through

Chaotic: hard to find content of interest

Funky: cannot separate professional
from UGC

Inconsistent: video quality mixed

Source: www.emarketer.com
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All video search relies on metadata (e.g., manually  authored,
automatically extracted, scraped, etc.) — but, today 's metadata
is not good enough!!!

Too sparse Few video objects have any metadata

Inadequate Mainly tags or few keywords, program-guide info for broadcast video,
speech available in few cases

Coarse-grain At level of digital objects only

Not visual Does not describe what is visually depicted

Ambiguous Taxonomies not widely used; folksonomies creating new problems

Inconsistent Vocabularies and taxonomies not standardized

Subjective Limited verification across users

Not trustworthy Professional metadata mixed-in with noise

Video search can be improved by applying statistica I
machine learning techniques to classify video scene S
automatically
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Application II: Media Content Categorization
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A Decade of Progress: From Pixels to Semantics

Image :
Video Multimedia
Content-based Retrieval S i
: emantcs
Retrieval
--------- T et EEE
95 ‘00 07
QBIC MARS MPEG-7
Virage TRECVID
VisualSEEkK ~ WebSEEk
VideoQ  CueVideo Marvel
BlobWorld ;
Netra Informedia Informedia-Il Miracle
Visual feature extraction Shot boundary detection Semantics learning
Relevance feedback Speech indexing Semantic clustering
Spatial region search Motion extraction Multimodal fusion
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Attributes describing who, what, where, when, etc.

Can be visual, semantic, contextual cues, etc.

A. K. Dey, “Understanding and using context,”
Personal and Ubiquitous Computing , 5(1), 2001

- SIFT, visual word

Content features
Grid color moment
- Gabor texture

Concept detectors
(tower, sky, grass, building

1N

Geo-tag

Time stamp

yy/mm/dd




Examples of Content-Based Features

Visual Textual
Histograms Speech transcripts (ASR/CC)
Correlograms OCR
Compressed Metadata
Uncompressed Aural
Moments MFCC, pitch, ZCR, rolloff, spectral
Texture centroid

Edge features

Temporal Features

Shape Templates

Localized vs. Global features
Motion

Desired Properties of Visual Features

Invariance:

Rotation, scaling, cropping, shift, etc.

Subjective relevance

illumination, object pose, background clutter, occlusion,
intra-class appearance, viewpoint




Invariance:
Rotation, scaling, cropping, shift, etc.

Subjective relevance

lllumination, object pose, background clutter, occlusion, intra-
class appearance, viewpoint

Effective representation

Low dimensionality; distance metric well-defined; efficient to compute.

|
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What visual features?

What is available in the data?

What features does the human visual system (HVS) use?

Color: beyond cats-and-dogs vision

Texture: visual patterns, surface properties, cues for depth

Shape: boundaries and measurement of real world objects and edges
Motion: camera motion, object motion, depth from motion




Why Does a Visual System Need Color?

An incomplete list:
To tell what is edible

To distinguish material changes from shading
changes

To group parts of one object together in a
scene

To find people skin

Check whether someone appearance looks
normal/healthy

To compress images
33
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Why Multiple Color Spaces?

RGB  not perceptual uniform

Equal distances in different areas and along different dimensions of the 3D
RGB space do not correspond to equal perception of color dissimilarity

for example
dist(a, b) = dist(c,d)

but
diStgrep(@,b) << dist g (C,d) a\.

Many color spaces have been b
tried in practice

(>

\d




Color Spaces

Linear transforms for a few important color spaces
YIQ — NTSC composite color TV Standard
YUV — PAL and SECAM color television standards
YCbCr — JPEG/MPEG encoding standard
But, not perceptually uniform

Some perceptually uniform color spaces w/ non-linear transformation
HSV (adopted in MPEG-7 for color descriptors)
L*a*b
L*u*v*

Emphasizing the three characteristics that
best characterize color perceptually

Hue, saturation, and lightness

Color Spaces (Cont d)




Color Spaces (Cont d)

Color Histogram

Feature extraction from color images 1
Choose GOOD color space
Quantize color space to reduce number of colors 81/ & (&
Represent image color content using color histogram 6;
8 6 1
6 9
pixel # I
S bin
el 0] 1 if Igm,n]=rlgimn=gldmnp=«L
r,g,nf= .
RGB 0 otherwise

m n




Quantization for Color Histograms

Why quantize: fewer dimensions, less noise
How many colors to keep

IBM QBIC 1995 16M(RGB) 4096 (RGB) 64 (Munsell) colors

Columbia U. VisualSEEK 1996 16M (RGB) 166 (HSV) colors
(18 Hue x 3 Sat x 3 Val + 4 Gray)
Stricker and Orengo 1995 (Similarity of Color Images)

16M (RGB) 16 hues, 4 val, 4 sat = 128(HSV) colors
16M (RGB) 8 hues, 2 val, 2 sat = 32 (HSV) colors

Independent quantization

each color dimension is quantized independently
Joint quantization

color dimensions are quantized jointly

Color Quantization (cont.)

A good color space quantizer defines partitions that contain
perceptually similar colors and code words that well approximate the
colors in their partition

For example Q1% over HSV color space [smith'97]

18 hues: H  most perceptually significant characteristic and requires the
finest quantization; circular quantization at 20-degree step;

S, V coarsely in 3 levels each

4 extra gray levels  for those dark or bright pictures.

\

166 bins in HSV space 18 H x 3S x 3V in HSV + 4 grays




Color Histogram

Boticelli, da Vinci, Monet, or Miro?

Color Moments

Is there a more compact representation than color histogram?

Compute moment statistics in each color channel.

= =)
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Grid Color Moments

= For each grid, D

calculating its 1 st, 2", and
= 39 moments. (mean,
standard deviation, skew)

Global feature augmented with spatial information
3 moments/grid x 25 grids/plane x 3 planes = 225 dimensions
Common color spaces — L*a*b, YCbCr, HSV, etc.

Shown effective in detection and similarity matching
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Texture

What is texture?
tylized sub-elements, repeated in meaningful ways@

May have quasi-stochastic macro structure (e.g. bricks), each with stochastic micro
structure

Why texture?
Application to satellite images, medical images

Useful for describing and reproducing contents of real world images, i.e., clouds,
fabrics, surfaces, wood, stone

Challenging issues
Rotation and scale invariance (3D)
Segmentation/extraction of texture regions from images
Texture in noise

Types of Computational Texture Features

Structural — describing arrangement of texture elements

Statistical — characterizing texture in terms of statistical features
Co-occurrence matrix
Tamura (coarseness, directionality, contrast)
Multiresolution simultaneous autoregressive model (MRSAR)
Edge histogram

Spectral — based on analysis in spatial-frequency domain
Fourier domain energy distribution
Gabor
Pyramid-structure wavelet transform (PWT)
Tree-structure wavelet transform (TWT)
Laws Filter




Texture descriptors

Co-occurrence Matrix - (image with m levels)
Qrg.0) 00) Qrgy OM)
QR(q,d) @)=
Qrig.a) (m,0) Qr(g.0) (m, m)
where
R(g,d) =relationbetween tw pixels,e.g.,'north’," NW' PO
I[%: Yol =i and I[x,y,] =] and
Yy, =Y, +dsin(@) andx, = x, +dcosg)

Popular early texture approach

Gray-level Co-occurrence Matrix

6 C+/

- A=B C
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Gray-Level Co-occurrence Matrix

Measures on QR(q d) (M)

E -
nergy E(d,Q) = o QR(q,d)(hJ)
i

Entropy .
Hag= 2ol Diogeio 0y
Correlation . .
(i- m)(@-m) o
C(d,q) = #Q i
@a= s, =(.1)
Inertia

ld.o= J_ (i- N*Qr (i)

Local Homogeneity

~ 1 .
L(d,q)— - 1+(i- j)zQR(I!J)

Statistical
Measures

None
corresponds to
a visual
component.

Gray-scale Co-occurrence Stats of Paintings
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Tamura Texture — Selected Perceptual Properties
fine / coarse
high contrast / low contrast

roughness / smooth

directional / non-directional

line-like / blob-like

regular / irregular

Tamura Texture: Coarseness

Step 1: compute averages at different scales, 1x1, 3x3, 5x5 pixels
x+2k-1 y+2k-1 f ( -
n I 1 J)
(xy), Alxy) = oy
i=x- 2kt j=y- okt (2 +1)

Step 2: compute neighborhood difference at each scale

“O0Y), En(X Y) =|[A(x+250y) - A(x- 20 y)

Step 3: select the scale with the largest variation

" (x,y) determine E, =maxE, ,E, ,...E)), Sp(X Y)= 2«

1 m

Step 4: compute the coarseness —
MN

W)

j=1i=1

FCRS =
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Tamura Texture, Zernike moments, Steerable filters Ring/wedge filters, dyadic
Gabor filter banks, wavelet transforms, wavelet packets and wavelet frames,
quadrature mirror filters, discrete cosine transform, eigenfilters, optimized Gabor
filters, linear predictors, optimized finite impulse response filters ...

Edge histogram (EHD)

Captures the spatial distribution of the edge in six statues:
0°, 45°, 90°, 135°, non direction and no edge.
Utilizing the filters

1 m 4 A\ O

90° edge Oedge 485edge 135 edge non-directional edge

Global EHD of an image: concatenates 16 EHDs into 80 bins (no-edge bin is not stored)

Local EHD of an image segment: considers only relevant subset of the image-blocks

_

AN

— Macro-block

Image-block




Needs known or pre-segmented shape
Applicable to trademark, engineering drawings or 3-D models

Descriptors

Area, perimeter, elongation, eccentricity, moments, Fourier descriptors,
chain codes, reflective symmetry descriptors 3
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L1 distance

L2 distance I
~

Histogram intersection Hiy1(5)

Cosine dissimilarity

Hit1
I /S

H;




Retrieval Evaluation

V_ =1 "Relevant"
— n
O "lIrrelevan" n=0 N-1
K L 7

Recall R =A/(A +C)

F @ ?F A G @

D ‘0’ Precision P = A/(A+B)

Hits (Detection) A = :01\/n Fallout F=B /(B+D)
False Alarms B = ::'01(1- V,)

. _ N- . _ P:R
Misses C=( L V)-A Combined F; = P+R)/2
Correct Dismissals D =( ::'01(1- V.))- B

Evaluation Measures

1. Precision Recall Curve

P‘“VS R)

R
2. Receiver Operating Characteristic (ROC Curve)

8
3. Relative Operating Characteristic K

A vs F K

4. Precision at depth K

R atcutoff k=int( :‘;;Vn)

5. 3-point P value ’Avg PatR =02 0.5 0.8‘




Evaluation Metric: Average Precision

Dis Dg Des Doy - oo Ds

Groundtruth 1 0 1 1 0O 0 O
Precision 1/1 1/2 2/3 3/4 3/5 3/6 3/7

AP= ilj. R: total numberof relevanidata
8 . IEN
wof QT '{}Tpi F
L]
K P | % I

Evaluation Metric: Average Precision

Alternative Measure

Ranked result are manually inspected to a depth of N,
E.g., in TREC VIDEO 2003, N, =100; in TREC VIDEO 2004, N, =1000

Observations (AP)

AP depends on the rankings of relevant data and the size of the relevant data set.

E.g., R=10
, 5/

/ % % % % % 8'
, 55/

/ 8'0
, 55/

/ 8 M%+




Evaluation Metric: Average Precision (Cont  d)

Observations (AP)

E.g., R=2
, 5/
8"
, 55/
%+ %+
8 '%+

AP is different from interpolated average of precision values

What About Videos?

Our previous discussions were based on single image or keyframe
Another view is taking the whole video (clip) as query/retrieval unit

General approach

Reduce video to keyframes

Perform shot detection
Represent each shot with one or more keyframe(s)
Represent each video with a set of keyframe-based features

Compare videos by comparing sets of features

Many-to-many matching




Shot Boundary Detection

Shot

a continuous camera take of a video sequence
vast temporal redundancy in videos

a basic unit for further video applications

1) browsing — automatic story-boarding of long videos
2) classification — high-level concept detection

3) search — index on keyframes

Keyframe
Representative (image) frame of the shot
General shot segmentation approaches
Based on color, motions, etc.
Issues

lighting changes, special effects (transition, etc.)

Shot Detection Methods

e (00000000000000000000000)

Coom e e

pixels p!xels thre_sh_olding
color histogram statistical
edge DCT etc.
compression data mot!on IR
" audio cepstral
audio .
audio genre




For example — Pixel Comparison

Evaluating the differences in intensity of color values of corresponding
pixels in two successive frames

e.g., absolute sum of pixel differences
gray level

0 X

J D(i,i+1)>T
cut (shot boundar
P, Piis ( y)
]
|
|

Video = sets of frames

Image = sets of pixels

Image patch = sets of descriptors
Speech/text = sets of words

3




Earth Mover s Distance (EMD)

Rubner, Tomasi, Guibas 28 O \’A
Mallow3 distance in statistics in 19503 Q ﬁ
Transportation Problem [Dantzig®1] O/' A
5/
4 5 F4
;/ ;
6/
minimize G if s.t.

i

f; 3041 1,§ 3 (Noreverse shipping)

fi =y, iT 3 (satisfy each consumer neeccAgity)
i

fy £% ,il I (bounded by each supplier's limit)
i

yYi£ % (easibility)
i i

EMD of Color Histogram
h= (W3 M o= ) dF by assume @8 @

j i

M N
EMD(h, g) =
f; o -
i=1 j=1
M N N
= Cify/ g Fillupeach hole
i=1j=1 j=1

C; : distance between color i in color syah and color j in color space
fi: movef units of mass from coloriin h to cojan g




Recap

To retrieve relevant image/video content, we introduced:
Features: color, texture, shape
Distance measures: cosine, Euclidean, EMD, etc.

Query paradigm
Query-by-example ® maps to k-nearest neighbor query (or range query)

In the previous slides
We simply consider the similarity between feature points
rather than learn/model the targets semantics of the queries

Typical approaches for modeling queries and users [Natsev'05]

Traditional CBR and Relevance Feedback little supervision, no semantics

Sttt e,
3
uer: reflneI s
° of ®
(&)

Multi-Example CBR some semantics, some supervision

Discriminative Statistical Modelin% (e.g. SVM)  most semantics, most supervision

[ J
) ®_o
map to - L ./‘{73eparatez P ..O.
®

— - C ® ° ®
high-D ° inlow-D ey ® °
space space ®




Learning for Query Topic Modeling—Illustration [Natsev'05]

.

O ) SVM classifier
® e © o - ° Selection of pseudo-
o e O~ % negative examples
ot based on clustering

and sampling

e) MIN (AND) fusion of
) o individual rank lists

S
. . “,-'\ \.. I ’. O .
® .- . . Multi-Example CBR
A N 4 e, -
“:n..r'. o < “ ° . s Selection of good
......... ® N - 4 Y ) positive examples
e, -~ K i
V@ 0 OI Q.- ® based on clustering
Co Q7 e o O/~ L O and sampling
-4 - " .. . )
® o Tl ) @ MAX (OR) fusion of
o @ ... e - - individual rank lists
P ® \ o T, sl
. i,
N R4

Advanced Techniques for Content-based Retrieval

Learning for image and video search
Bagging, boosting, etc.

View-invariant image search by matching interesting points
Interest point detection methods
Local feature descriptors (e.g., SIFT)
Matching methods, spatial registration, RANSAC

Visual words (visterms), bags of visterms, and spatial constraints
Considerations for efficiency and effectiveness

Feature representations and similarity measures for videos
Fingerprinting and image/video near-duplicate detection
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Why Semantic Retrieval? — User Expectation

“[Users] type in a few words at most, then
expect the engine to bring back the perfect results.
More than 95 percent of us never use the advanced

search features most engines include, ..."

— The Search, J. Battelle, 2003

Text search and query by example are only stop-gap solutions:
Keyword search is the primary search method for users
Query-by-example paradigm

Difficult to find appropriate query examples as initial queries
Need to express information need with images

Why Semantic Retrieval?
— Other Limitations for Content-Based Retrieval

Scarcity: limited positive examples

Only a small number of examples can be
provided interactively

Inefficiency: less efficient than text retrieval

Much more difficult for indexing due to high-
dimensional features




Semantic-based Image Retrieval

One picture is worth one thousand words [Fred Barnard, 1921]

Translate an image into a document of “words”, or “semantic concepts”

9

People: Tourist
Scene: Outdoors
- Objects: Building
- T
Organization: HSBC
T T E F=

Landmark: Lion Statue

Event: Summer Travel

Meta-data: High Quality

Semantic-based Video Retrieval

Semantic concepts can also be extracted from video
Multimodal content, e.g., audio, text and visual, are available
Temporal relation between video shots can be leveraged

Scene: Studio People: Kofi Annan
Objects: Tank, Jet Event: UN Meeting

O

... fray between the United States and Iraq ... tanks were training in the sands of
Kuwait ... U.N. secretary general Kofi Annan will go to Baghdad, where he will
meet president Saddam Hussein ... meeting five permanent members of U.N.
security council, the U.S., Russia, China, France, and Britain ...




What are (Multimedia) Semantic Concepts?

An intermediate layer of multimedia descriptors that aim to bridge the
gap between user information need and low-level content

Basic unit for semantic retrieval, cover semantic space from different perspectives
Divide-and-conquer: bridge the “semantic gap” via a common semantic layer

Wide coverage, €.g., [Chang et al., 2005]:
People (face, anchor, tourists...), Objects (building, animals, ...)
Locations (indoor, studio, ...), Events (meeting, trip ...)

Genres (weather, sports, ...), Production Metadata (blank frames, ...)

Many names, e.g., Semantic features, High-level features, Tags,
Semantic labels, (Semantic) Metadata ...

Why is Semantic-based Retrieval Important?

Growing multimedia content

Multimedia content accounts for over 60% of traffic in the current internet,
with YouTube alone takes 10% of the traffic [Tech. Review, Mar. 2007]

New information growing at 30% per year [How much data? study, 2002]

Semantics need from users
Increasing expectation of accessibility and searchability of media content
Manual annotation of non-public media is costly, inadequate and incomplete

Technology confluence
Cost of computation, communication and storage decrease drastically
Signal processing, machine learning, computer vision, data mining converge




Three Main Issues for Concept-Based Retrieval

Concept Extraction:

Q Vocabulary Design:
» Design of concept vocabulary
» Taxonomy analysis

« Automatic Detection
« Manual Tagging
« Context Modeling

Extract

Nature, Day, Outdoors

Retrieval by Concepts: —
* Interactive Concept Retrieval
» Automatic Retrieval with Concept Suggestion

4]

@ Concept Vocabulary Design




Design Principles of Semantic Concept Vocabulary

Concept Vocabulary  General Vocabulary (e.g., WordNet)

Detectability: detectable from the data (e.g., no “happy”)
Utility: useful for retrieval, detection or others
Generality: sufficient appearance in data collections
Specificity: not covering most of the data
Domain-dependent: depending on data domains

Unambiguous: no ambiguity on the definition (e.g., no “bank”)

[Naphade et al., 2006]

Incomplete List of Available Concept Vocabulary / O

News video domain

TREC Video Retrieval Evaluation (TRECVid)

MediaMill 101 challenge

Large-scale Concept Ontology Modeling (LSCOM)
Consumer domain

Kodak-Columbia consumer video ontology

ImageCLEF visual detection taxonomy (17 concepts)
Object-specific

COREL, CalTech-101/-205, LabelMe, imageEVAL
MPEG-7 /| MPEG-21

ntology




Example 1: NIST TRECVID Video Retrieval Benchmark
TRECVID: evaluates state of the art in
video retrieval on standardized corpus
Started as TREC Video Track in 2001
Split off as TRECVid in 2003

Has Iargest annotated video corpora Topic 101 : Find shots of ~ Topic 129 : Find shots Topic 167 : Find shots of

H . a basket being made— zooming in on the US an airplane taking off
Main Benchmark tasks: the basketball passes Capitol dome.
Semantic Concept Detection down through the hoop -

) and net
Video Search TRECVID

TRECVID 2006

TRECVID 2005
2004
TRECVID TRECVID 2003

2002 69
2001 2 38 62

17 S i Participants
Partiii?)ants Participants Participants [§ Participants Lt

73 Hours of §-433 Hours of el Hodis 290 Hours

173 Hours of
el 1005 anc [ 012004 news R 615004 & 2005
CNN news | ! from U.S,,

11 Hours of B video from
NIST video B prelinger

news from U.S.,
archives CNN news W arapic, Chinese

Arabic, Chinese
sources, BBC
stock shots

& C-SPAN sources, BBC

stock shots

Standardized Concept Lexicon: TRECVID 2005-2007

Broadcast News Lexicon

Locations People Objects Activities & Program Graphics
Events Categories

Office Crowd Flag-Us Walking / Weather Maps

Court Face Animal Running *Entertainment Charts
Meeting Person Computer People Sports

Studio "G " Airpl s

overmnmen rplane Explosion / Fire

Outdoor Leader Car =

Road *Corporate Boat / Ship

Sky Leader Bus

Snow Police/Security Truck

Urban Military
Waterscape Prisoner

Mountain

Desert _ . L .

Bu:Z;g Official website: http://www-nlpir.nist.gov/project s/tv2005/tv2005.html
Vegetation

* Concept dropped in 2007




Example 2: MediaMill Challenge (U. of Amsterdam, 200 5)

Motivation: lower participation
threshold for novice researchers

Optimize video analysis systems
on a component level

Gain more insights in intermediate
video analysis steps

The challenge provides

Annotated lexicon of 101 semantic

concepts extended from TRECVID
Sample images from MediaMill-101 Lexicon
Pre'compUted low-level features (http://www.science.uva.nl/research/media

Baseline experimental results millchallenge/data.php)

Example 3: Large Scale Concept Ontology for Multime  dia
Understanding (LSCOM) — 449 Concepts (in 2006)

Collaborative effort to develop a
large standardized taxonomy for

describing broadcast news video
(M. Naphade et al., IEEE MultiMedia, July 2006)

What are the LSCOM concepts?
Event/Activity (56 or 13%)
People (113 or 25%)

Location (89 or 20%)
Object (135 or 30%)
Scene (49 or 10%)
Program (7 or 2%)

Broadcast News Ontology

Impact to-date:
LSCOM:-lite used in TRECVID
Downloaded by >170 groups
http://www.lscom.org/ Available for download:
LSCOM lexicon and annotations
0TTIHF N6 HT0T0 “Columbia-374” SVM models




Growth of concept vocabulary in news video domain

(Courtesy by Cees Snoek)

Analysis on Concept Vocabulary

How many concepts are needed for an effective retrieval system?
Can we detect a sufficient number of concepts from video?

[Hauptman et al., TMM 2007] Needs 3000 — 4000 concepts, Zipf's law
suggests it is feasible to find required number of concepts

Are current concept vocabularies mature (e.g., LSCOM)?
[Kender et al., ICMEOQ5] Follows Zipf law, but too generic and too sparse

Are these concepts correlated with each other?
Many works, e.g. [Koskela, Smeaton, Laaksonen, TMM 2007]




@ Semantic Concept Extraction

Landscape of Semantic Concept Extraction

Context

i i Window-based
Spatial- Topic Tracking

Discriminative:
Temporal ’ CREF,...
il Unsupervised Senerative

w. Side Info. HMM, ...

“““““““““““““““ Multi-view Multimodal i .
Brain Signal

~ Multi-Modal | Semi-supervised Fusion S Brain Signal }

- Image | Multi-concept 5‘ “““
Joint Text—lmage Modeling p
= . . _ . Cross-domain
Objct
Recognition Active
Multi-Instance Learning
- Standard Model
Clustering (Generative, Discrim.) Tagging

L
Supervision




Tagging (widely used) Browsing (specific domains)

Associate a single image / video Associate multiple image / video
at a time with multiple keywords with a single given keyword
Social tagging with million users Suitable for domain experts
IBM
EVA

CcMU
Extreme
Retriever

ESP Game: labeling image as games [von Ahn, 2004]
Two people see the same image, and type keywords until they match
Other variants:

PeekABoom, Google Labeler, and more in www.gwap.com




Information beyond images / videos

speech, semantic network, location, hybrid tag/browse and ... mind-reading

Hybrid
Tag-Browse
Labeler
[Yanetal,
2008]

http://www.expertsystem.net

IBM Speech Recognition Brain-Computer Interface

Yahoo! ZoneTag (Pic. From www.ice.hut.fi)

Time consuming and labor intensive
Tagging: 5 — 6 seconds per keyword [van et al., 2008]
Browsing: 1.5 second per relevant keyword, 0.2 per irrelevant [van et al., 2008]
ESP Game: 15 seconds per keyword [von Ahn et al., 2004]

Subjective and inaccurate for social tagging [chang, 2008]

New York Landmark Labels (Flickr)

Locations Precision
Brooklyn Br. 0.38
Chrysler Building 0.65
Columbia University 0.30
Empire State Building 0.18




Landscape of Semantic Concept Extraction - Automatic

Context

Window-based

Spatial- Discriminative:
Temporal CRF,...  Senerative:
'''''''''''''''''''''''''''''''''''''''''''' HMM, ... i o

Multimodal
Fusion

Multi-concept | |
Modeling /!

Standard Model
(Generative, Discrim.)

Supervision

Automatic Concept Extraction — Supervised Learning

Goal: learning to automatically extract
semantic concepts from data

Supervised learning approaches

— Replace manual process with learning

— Label small number of training samples
— Learn concept models from training data
— Apply to detect concepts in new data

Challenge:
— Increase detection accuracy
~ Reduce the level of supervision




General Steps for Automatic Concept Detection

Typical approaches for large scale of semantic concepts (for images)
3 steps: feature extraction, model learning, fusion

[Chang, 2008]

Model Learning: Feature Representation

Represent positive/negative data as vectors in feature space

Features

 :
il

1
i




Model Learning: Two Types of Learning Methods

Generative Models

Model joint probabilistic distribution P(y, x) for
each class y, and derive decision boundary

Example: Naive Bayes, Gaussian mixture,
Prob. Latent Semantic Analysis (pLSA), ...

Discriminative Models

Model the conditional probability P(y |x) or the
decision boundary directly

Example: SVMs, Logistic Regression,
AdaBoost, k Nearest Neighbor, ... S e @

Example of Generative Models: Naive Bayes

That's why it is
Model the joint probability called “Naive”
Sample a class based on prior probability P(y,) or P(y) Bayes

Conditioned on the class, sample each feature independently from either
multinomial distribution (discrete) or Gaussian distribution (continuous)

The joint probability is thus P(y,x) = P(Y)C) RX | y)

Properties
Popular in text analysis / retrieval, especially in early years
Pros: simple to implement, solid theoretical foundation

Cons: wrong independence assumption, bad estimation for P(y|x)




Example of Discriminative Models: Support Vector Ma chines

Directly model the decision boundary [vapnik, 95]
“Let data speaks”: no explicit assumptions for dat 1hat’s why

. o . o it works
Maximum margin principle: find the decision bounu. ... ocparates the

positive and negative data with maximum margin
Extended to non-linear decision boundary by using “kernel ” trick

Properties
State-of-the-art in automatic concept detection
Pros: better performance, no model assumptions
Cons: less efficient, no insights for data

Summary: Generative vs. Discriminative Models

Generative Discriminative
(NB, GMM, ...) (SVM, LR, ..))
Learning Joint Prob. Decision
Objective Distribution Boundary
Performance Worse Better

Efficiency Faster Slower




Adding Context: Multi-modal, Cross-concept, Spatial -Temporal

Example: Spatial Context

What are
these lines?

Example: Multi-Modal Context

NE S —

What is this
sound?

Multi-modal Fusion

Early fusion
Concatenate multi-modal feature vectors before learning
Pros: “true” multimedia representation, capture feature correlation
Cons: inefficient learning, one feature could dominate

Late fusion

Combine classifiers built on each individual feature, either linearly or
via another meta-level classifier

Pros: no features will dominate, combination on semantic space
Cons: lose the feature correlation

[Caruana et al., ICML’'04] — greedily learn ensemble from large
pool of weak learners




Multi-concept Relational Modeling

Jointly model the relationship

across multiple concepts

Research over last decade
MultiNet [Naphade, 98]
Meta-classifiers [Hauptman, 03]
Graphical models [van, os]
Graph-based learning vsr, 07]

Ontology-based learning wu, 04]

Observation

Improve detection performance [From Fan et al., DHS University Summit, 2007]
at times, but not consistently

Spatial-Temporal Context Modeling

Temporal: impose constraints based on temporal relationship (e.g. event)
Spatial: impose constraints based on spatial relationship (e.g. 2-D image)

Models: Hidden Markov Models (HMM), Conditional Random Field (CRF), ...

Temporal HMM Spatial 2-D HMM

[Ebadollahi et al., 2006] [Wang et al., 2002]




Putting Everything Together — Example:
IBM Multimedia Analysis and Retrieval System (iMARS

— Color Corr. |
— Color Hist. | - Average |

—>  Texture Validity

- |:> WEIghtmg
— Color Mom. | : Learn-based

Global
Features

Grid
Features

Weighting
—  Wavelet |
v

Cross-
. Concept

T

)

TRECVID-2005 Concept Detection Performance (IBM)




Example of Detectors for Semantic Concepts

Good detectors: outdoors, person, face, building, water, ...

Detectors to be improved: Brad_Pitt, ....
IBM AlphaWorks --

Demo --

Semantic concept detection results available for do

TRECVID: see page of “data availability”

MediaMill: 101 concept models

LSCOM: 374 concept models
VIREO-374:
Columbia-374:

whnload




Recap: semantic concept extraction

Important but challenging

Manual: effective but time-consuming

Automatic: reduce manual effort but not as robust

Context: helps to improve performance

Challenges remain

@ Retrieval by Semantic Concepts




Concept-Based Retrieval Framework

[Kennedy, 2007]

Interactive Concept-Based Retrieval Interfaces

Standard

Search box with query completion (IMARS) Tag Cloud ( IMARS, CuVid)




Interactive Concept-Based Retrieval Interfaces (Con  t'd)

Taxonomy Viewer (IMARS MediaNet) Overpix Viewer (IMAR  S)

Interactive Concept-Based Retrieval Interfaces (Con  t'd)

Concept weight sliders (CMU Informedia) Concept chec  k boxes (CuVid)




Remarks on Concept-Based Retrieval

Limitations of interactive concept search systems
Users are not willing to enter exact/many keywords, much less weights...
As vocabulary grows, it becomes impractical to remember all concepts

Some relationships between queries and concepts are data driven (e.g., co-

occurrence of textual words and visual concepts)
Proposed solution
Automatically identify relevant concepts and weights for a given query
Suggest concepts to user or directly use them to auto-expand/refine query
Key questions
How to map arbitrary queries to a fixed number of concepts?

How does concept detector reliability affect retrieval effectiveness?
How many concepts do you need?

Mapping Queries to Concepts—Lexical Approaches

General approach

Based on linguistic relationships

Borrows from query expansion methods for text-based search
Synonym-based expansion (exact word spotting)

Represent each concept with a set of “synonyms” (or trigger words)

Trigger concept if a query term matches any synonym (after stemming)

Use #times each concept triggered as a weight for the given concept
WordNet-based expansion (soft word matching)

As above but replace exact match with pairwise word similarity

@ “natural
phenomenon”

n “inundation” “geological " “disaster”
phenomenon
“flash flood”

NATURAL
DISASTER

(e e
phenomenon”




WordNet-Based Query Expansion Haubold et al. [[ICME'06]

Semantic Relatedness
—~WordNet Lesk similarity ‘ between Concept Synonyms and Query Terms

—max(Lesk) ‘ between Concept and Query Term determines closest relatedness
—Normalized sum ‘ over query terms establishes Query Concept Weight vector

Query: “people with banners or signs”

To: people people-marching : 4737,
crowd : 4737,

T,: banner people-marching : 216,
US flag: 151,

T,: sign building : 5361,
waterscape/front : 531,

Query-to-concept mapping & weights:
Building : 1879.7
People/marching : 1685.7
Crowd : 1625.3 ...

Mapping Queries to Concepts—Statistical Approaches
Natsev et al. [MM’'07]
Some relationships are useful for retrieval but are not linguistic
E.g., “Boat” and “Water” are not linguistically related
General Approach:
Learn correlations and frequently co-occurring word-concept pairs

Treat such pairs as synonyms and apply synonym-based expansion
Significant correlations determined with some kind of statistical hypothesis test

Advantages
Tuned to specific data corpus
More scalable — no need for external knowledge base such as WordNet

Captures broader set of relationships

=




Statistical Co-Occurrence Map: G

2 method

Natsev et al. [MM’07]

Measure co-occurrences between text terms and concepts in corpus

Use G? test to determine significant concept-term correlations

Co-occurrence from contingency table for each concept-term

Related to entropy and mutual information between words and concepts

Determine significance of G2
confidence interval of 99.9%

Term Term not

present present
Concept present O, 0,
Concept not 0O, o,
present

4
G2 = 2% O, In(O,/E)
i=1
row; * col;

E =
' 0,+0,+0,+0,

Co-occurrence Map: Example Correlations

Example Map (TRECVID'05 dataset), selected entries

Many correlations semantically or contextually sound

Attorney general

Studio [33.31]

Gov. Leader [24.77]

Court [24.64] Meeting [14.78]

Bad weather

Natural Disaster [119.18]

Road [62.69]

Outdoor [43.22] Truck [33.39]

Banner People Marching [64.17] Crowd [58.19] Meeting [22.48] Corp Leader [10.31]
Blood pressure Maps [10.48] Crowd [-4.21] Natural Disaster|[-5.82] Military [-6.06]
Board of directors Gov. Leader [114.26] Meeting [104.57] Corp. Leader [50.08] Court [33.85]

Boat Sky [79.44] Explosion/Fire [72.86] Natural Disasters [55.80] Airplane [52.40]
Bush Gov. Leader [341.82] US Flags [328.27] Studio [256.91] Military [109.31]
Car Road [230.09] Truck [139.31] Explosion/Fire [96.15] Sky [66.98]

Car bomb Explosion/Fire [153.04] Military [147.26] Outdoor [69.43] Walk/Run [59.35]
China PC/TV Screen [287.76] Natural Disaster [169.6] Face [156.55] Studio [153.94]




Statistical Co-occurrence Map: Evaluation

Natsev et al. [MM'07]

p of Corpus Analysis-B:

140.0%

126.2%

120.0%

100.0%

80.0%

60.0%

40.0%

20.0%

0.0%

Improvement over text retrieval baseline (%)

People Events
-20.0%

-20.5%

-40.0%

43.0%

12.9%

Scenes/sites

@ improvement on TRECVID-2005|
@ improvement on TRECVID-2006 |

16.8%  16.2%

All Topics

Similar behavior as lexical approaches but more scalable
Minor gain or loss of performance on named entity topics
Significant improvement on other topics

No need for manual mapping rules or concept synonym creation

How many concepts do we need?

Oracle
detectors

Hauptmann et al. [CIVR'07]

Usability threshold

(Mean AP of 0.65) =
Performance of best
web search engines

\ Realistic projection of

concept detection
accuracy as #concepts
continues to grow

Simulated experiment on varying # concept detectors & their reliability

Need ~800 concepts with perfect detection accuracy

Need ~3500 concepts with realistic detection accuracy (only 10%)




Recap: Myths and Facts about Concept-Based Retrieva |

"
Semantic concepts are the same as visual objects/words ‘? p @

)

~

Much richer; capture wide variation in visual appearance
Semantic concepts are the same as text words

Richer than individual words, closer to synonym-sets (no ambiguity)
Indexing of concepts is the same as text indexing

Not quite. Concepts have confidences, non-linguistic relations, taxonomies
Semantic concepts come from manual tagging

Partially, but automatic processing also works for many concepts
Semantic concepts have limited utility for general queries

Not true. Query expansion can bridge gap between queries and concepts
Semantic concept detection has been solved by crowd-sourcing

Far from being solved. The long-tail of media content is still not addressed

Further Reading
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1999. [lnK]

Guodong Guo and Stan.Z. Li, "Content-based Audio Classification and Retrieval by
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J. Weston, S. Mukherjee, O. Chapelle, M. Pontil, T. Poggio, and V. Vapnik. Feature
selection for SVMs. In Sara A Solla, Todd K Leen, and Klaus-Robert Muller, editors,
Advances in Neural Information Processing Systems 13. MIT Press, 2001. [[i1/]
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Multimodal Image/Video Retrieval

Apostol Natsev, Milind Naphade, Jelena Tesic, “Learning the Semantics of
Multimedia Queries and Concepts from a Small Number of Examples,” In ACM
Multimedia 2005.
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Putting it all together (a case study)...




IBM Research Multimedia Analysis & Retrieval System

What is it?

Novel system for automatic machine
tagging, searching & filtering of
images & video

Organizes large media archives,
consumer content, Web multimedia
Novel Approach:

Models semantics by analyzing
visual, audio & speech modalities

Automatically classifies scenes,
objects, events, people, sites
Benefits:

More accurate retrieval (higher
precision)

Enhances speech- and text-only
approaches

Can be trained to support specific
domains (e.g., news, sports,
entertainment, consumer)

Demo & Download:

Anatomy of a Multi-Modal Video Search Engine

Key Objective
Textual query Query topic examples
formulation Go beyond text & speech by
} leveraging visual content and
“Find shots of an extracted semantic concepts

airplane taking off”

Concept

Models :
Fuse multiple search approaches:

Text/speech-based retrieval with
l l l l automatic query expansion

ViR Visual-based retrieval leveraging light-

Text-Based Concept-Based Retrieval Based weight machine learning
REUEYE] (from text or visual queries) Retrieval

Semantic concept-based retrieval
based on text and/or visual queries

Multi-modal results
(Text + Concepts + Visual)

System optimizes fusion of above for
each individual query




Q Text/Speech-Based Retrieval Component

. Corpus indexing
Textual query topic Segment videos into shots & stories

“Find shots of an Extract associated speech transcripts
airplane taking off” y

Index shot-level and story-level docs
Allow for temporal misalignment

Query analysis between speech and visuals

1 “airplane”’ “take off 1 Query execution and fusion
Shot-based query Story-based query IBM Semantic Seamh. Engine (Juru)
Based on TF*IDF retrieval model
Fusion of shot- and story-based results
Query analysis:
Tokenization, phrasing, stemming
Part-of-speech tagging & filtering
Shot-level score )
Query refinement:
l;ij;gd Pseudo-ReIev_ance F_e_e_dback
Based on Lexical Affinities

Shot-level fusion and re-ranking

l Final text-based See Volkmer & Natsev (ICME’06)

ranking of shots

e Visual Content-Based Retrieval Component

Visual query examples (airplane take-off) Key Problem

Unbalanced learning
from multimedia data

Extract visual features Content-based over-sampling Approaches :

of visual query examples . . .
Fusion of 2 light-weight

Content-based down- learning methods:
: sampling of test set K-NN & SVM
Data modeling for
SLACIMCEC L discriminativeglearning'

Content-based pseudo-

$VM leaming o negative sampling to

° ot 0., create negative

o M examples

o & °p 0P g

(2 - Content-based over-
Fusion sampling of visual

query to create positive

Q Q examples

See Natsev et L

1 vVisual-Based Retrieval Results (ACM Multimedia’05)




e Semantic Concept-Based Retrieval Component

Basic Problem
. Automatically identify concepts relevant to a
given textual or visual query

“Find shots of an .
.., airplane taking off” { Query-to-concept mapping approaches:
) . Text-based: automatically map query topic text

to salient concepts

. Lexical (synonym-based expansion)

. Lexical (WordNet-based expansion)

. Lexical (rule-based ontology map)

. Statistical (co-occurrence map)

e Content-based: automatically map query
Lexical/statistical Content-based H examples to salient concepts
H 'semantlc query _semantlc query . Content-based (topic modeling)
| refinement (query-to- efinement (query-to- [ . Content-based (feature selection
concept mapping) concept mapping)
. Result-based: automatically map initial retrieval
results to salient concepts
. Statistical (pseudo-relevance feedback)
Fusion . Probabilistic Local Context Analysis

@ . See Natsev et al. (ACM Multimedia’07)

eMuItimodaI Fusion Component
Key problem: How to select/combine multiple retrieval experts
queries

retrieval
approaches

Text
search

oy -
similarity =
Semantic

concepts NI




°I\/Iu|timoda| Fusion Component: Query-Adaptive Fusion

Main idea: use different weights for retrieval experts based on query class

Manually defined query classes
Automatically learned weights

[Yan et al., MM'04, TRECVID’'04]
[Chua et al., NUS, TRECVID’04]

Automatically discovered query classes/weights
Joint clustering of queries in semantic and

performance spaces [Kennedy et al., MM'05]

On-the-fly generated soft query classes
Based on semantic query analysis and

query’s k nearest neighbors [Xie et al., ICME’'07]

Semantic Space S2

The above approaches represent the
state of art in video search.




TRECVID Search

Video corpus

Broadcast news from U.S., Arabic,
and Chinese sources

1
1
1
1
1
1
Topic 149:  Topic 150: Find Topic 151: Find Topic 152:  Topic 153:  Topic 159: Find shots |
1
1
1
1
1

\

TRECVID 2005: 160 hrs Find shots of shots of lyad shots of Omar Karami, Find shots of Find shots of of George W. Bush
Condoleeza  Allawi, the the former prime Hu Jintao, Tony Blair. entering or leaving a
TRECVID 2006: 240 hrs Rice former prime minister of Lebannon  president of vehicle (e.g., car, van,
minister of Iraq the People's airplane, helicopter, etc)
Speech transcripts based on Republic of (he and vehicle both

Speech Recognition
Machine Translation

China

Sample query topics I

1
Topic 161 Topic 163 : Find || Topic 165: Find ~ Topic 171: Find Topic 156 : Find

visible at same time) ¥

-~

N

A\
1
1
1
1
1
1
1

Brief description of topic Find shots of ~shots of a meeting, ! shots of basketball shots of agoal  shots of tennis 1
people with  with a large table || players on the being made ina  players on the court ]
5-10 visual examples/topic banners or  and more than twg ‘\court soccer match both players visible ;

24-25 topics each year

Typical query topic classes:
Named people (Person-X)
Generic people interactions

people ’

=~

Topic 164 : Topic 167 : || Topic 160 : Find shots
Sports Find shots of  Find shots of :I of something (e.g.,
. aship orboat  an airplane 1 vehicle, aircraft,
Objects/Events in fli taking off !} building) on fire with

1 1
Scenes/settings ; \f\lames & smoke visible

atsametime_ _ 2

\
I
I
1
1
I
I

Topic 168 : Topic 170 : Find

Find shots of a shots of a tall

road with one  building (with more |

ormore cars than 5 floors above |
the ground)

TRECVID 2005:

Going beyond text (speech) dramatically improves re

trieval performance

Performance gain relative

300

O Text+Concept-Based Search|
@ Text+Content-Based Search
250 — O Full Multimodal Search -

200

150 -

=
(o}
o

to text-search baseline (%)

u
o
I

s B

Specific topics Generic topics All topics

Multimodal retrieval more than doubles performance of text search baseline:

—Improvement on named entities (specific queries): 43%
—Improvement on unnamed entities (generic queries): 265%

—Overall improvement: 130% *Source: IBM TRECVID 2005 automatic search performance




TRECVID 2006:

Effective Video Retrieval Requires Intelligent Proc  essing of Multiple Modalities

%07 / Text + Concepts \ @xt + Concepts + Cont%

80 1 77.2%

~
o
I

D
o
I

al
o
L

&
‘

34.4%
26.7%

w
o
I

N
o
L

13.8% 14.9%

Performance gain relative
to text search baseline (%)

=
o
L

o

0O Text+Concepts (Lexical) B Text+Concepts (Stat.) O Text+Concepts (Fused)
B Text+Content O Full Multimodal Search

Concepts improve both text and multi-modal retrieval baselines by 30-40%
Combination of complementary approaches and modalities leads to significant overall

performance improvement
*Source: IBM TRECVID 2006 automatic search performance

TRECVID 2006:

Nearly all query topics benefit significantly from multi-modal analysis

visual

scenes

B Text+Concepts

200% + B Text+Concepts+Content

named
people

|

*Source: IBM TRECVID 2006 automatic search performance

150% ~

100% ~

50% -

0% -

Performance gain relative
to text search baseline (%)

Average

newspaper
helicopters

-50% -

people w. flag

tall buildings
soccer goalpost

a natural scene
soldiers or police
leave/enter vehicle
uniformed people
water boat-ship

ppl w. computer
smokestacks
protest w. building
kiss on the cheek
ascorting prisoners
snow scene
Saddam Hussein
Condoleeza Rice!
mergency vehicles
buming w. flames
Dick Cheney

person & 10504




The combination of the above approaches leads to
state-of-art performance on standardized benchmark

TRECVID06 Automatic and Manual Search
(Aggregated Perfomance of IBM vs. Others)

—— IBM Runs

Overall Performance

135 7 9 11 B15 1719212 25272 31335373 41 44547 4 51535557 5961 6 6567 6 7173 75 77 79 81 8 85 87

Submitted Runs

Benchmarks, Datasets, and Evaluations

NIST TRECVID Video Retrieval Evaluation

)
The CLEF Cross Language Image Retrieval Track

VideOlympics Showcase
MediaMill: 101 concept models

LSCOM: 374 concept models
VIREO-374:
Columbia-374:

IBM Multimedia Analysis and Retrieval System (IMARS)
AlphaWorks Download:




A video search showcase that goes beyond the regular demo session
and a small size of TRECVID participants

The showcase participants will simultaneously do an interactive search
task during the VideOlympics showcase event.

Unlike TRECVID, results are submitted immediately after they are found.
Fun to do for the participants and fun to watch for the conference audience

The first VideOlympics event was a great success (ACM CIVR 2007)

9 retrieval systems submitted from worldwide participants and great
interest from the audience in the conference




